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The Elements of Accountability

Unwanted and indiscriminate email messages, commonly known as spam are an increasing nuisance for Internet users. The costs of spam are documented at great (and increasing) length elsewhere (see e.g. [PHB]) and require no further elaboration here.

This paper describes technical mechanisms that implement several of the technical proposals made at the Aspen Institute roundtable on spam. Instead of proposing mechanisms that are entirely new we have combined features from a number of existing technical proposals.

The core of this proposal is based on the authentication proposals made by Meng Weng Wong [SPF] and Hadmut Danish [RMX]. The core syntax of SPF has been extended to support a message signature based authentication mechanism similar to those proposed by Nicolas Popp and Jeff Burstein [AuthSender] and Yahoo! [DomainKeys].

The accreditation proposals are based on the existing practice of using DNS zone records to distribute real time blacklists, as originally proposed and implemented by Paul Vixie.

Finally we describe the use of the reverse DNS system as a means of providing a range of additional information concerning an Internet Protocol (IP) address generalizing on principles proposed in the MTA Mark specification. In contrast to the MTA Mark proposal our approach is descriptive as opposed to normative. In addition we propose the use of the reverse DNS system to allow distribution of emergency contact information to allow direct and in some cases automated treatment of security incidents, including production of spam.
The Many Problems of Spam

Rather than attempting to define the term ‘spam’ we instead define the problem that the end user of email demands be solved: the receipt of large quantities of unwanted emails sent indiscriminately.

The end-user is not the only party who is negatively affected by spam. ISPs in particular face significant and growing costs handling the sheer volume of spam email.

In addition to the direct costs of spam end-users and ISPs are increasingly being forced to bear the cost of anti-spam measures. Once considered the most reliable form of communication available, the reliability of email has declined to well bellow that of carrier pigeon. 

Early approaches to spam control regarded all spam as being equally objectionable. The recent increase in spam sent with outright criminal intent or employing criminal means has forced a revision of this position. Rather than measuring the value of anti-spam control measures by the proportion of spam that they eliminate it is important to take notice of the particular types of spam eliminated.

For the purposes of this paper we consider the following types of spam content to be deserving of special consideration:

Criminal Solicitations
A spammer who is engaged in a criminal scheme such as consumer fraud, identity theft or advance fee fraud must take steps to avoid arrest and prosecution. In most cases this means that the spammer will attempt to conceal their identity and in many cases the spammer will also make use of a foreign jurisdiction that is unlikely to cooperate with extradition requests.

Objectionable Content
Spam that contains material that is pornographic, racist or otherwise likely to be objectionable when sent unsolicited.

We consider the following types of spam to be significant because of the mechanism used for transmission:

Hijacked Platform Spam
Spammers have always attempted to conceal the source of their activities and to displace their costs onto other parties. One way to achieve both these ends is send spam from computers that have been compromised by hackers. There is evidence that suggests that a black-market exists in which hackers sell compromised machines to spammers. 

Impersonation Spam
Also known as ‘Joe jobs’, this type of spam impersonates another user. This technique is frequently used to ensure that complaints resulting from the spam are directed at another party. Another use of this technique that is of particular concern is the impersonation of a well-known brand (often an auction site or financial institution) with the objective of performing identity theft fraud.

These categories are not exclusive. In a common spam fraud currently in use the perpetrator uses a hijacked platform to send an impersonation spam that purports to have been sent by a bank, Internet payments service or other financial institution. The message sent states that there is an issue with the users account and requests that the user re-enter credit card or bank account details into a form hosted on a second hijacked platform. This particular scheme (sometimes called ‘phishing’) has recently resulted in a significant increase in credit card fraud.

Authentication

The first element of accountability is Authentication. The ability to authenticate the origin of an email means that the recipient can judge the sender by their reputation. Without authentication a spammer can trade using any reputation they choose.

The email authentication schemes described in this paper provide the recipient with a degree of assurance that the purported origin of the email is genuine. This in turn allows the recipient to determine:

· That the message is not an impersonation spam

· The likelihood that the message is not spam of any type based on reputation data bound to the message origin (i.e. domain name) 

For the purposes of spam control the degree of assurance provided need not provide absolute certainty. It is sufficient to raise the cost of impersonation to a point where sending spam by this technique is not cost-effective.

Accreditation

The second element of accountability is accreditation. An accreditation is a statement by a third party that the recipient of an email may use to estimate the probability that the sender is a spammer.

From the point of view of the accreditation provider many forms of accreditation may be employed, for example:

Identity Accreditation
The email sender has provided a real world identity and a physical address at which legal process can be served and this information has been authenticated by means of some trustworthy process.

Undertaking Accreditation
In addition to meeting the identity accreditation requirements, the email sender has undertaken to comply with a specified email sending policy.

Reputation Accreditation
In addition to meeting the policy accreditation requirements, the email sender has been determined to be in compliance with those requirements.

The accreditation authority may take additional actions to improve the value of their accreditation, for example bringing civil suits against parties that breach the undertakings given.

Quis Custodiet Ipsos Custodes?

Experience of anti-spam blacklists has shown that those who attempt to provide accountability must in turn be accountable.

There is no difficulty in ensuring that accreditation providers are accountable to email recipients. An accreditation authority that provides incorrect accreditation will soon be ignored. The value of an accreditation may be measured empirically by measuring the proportion of the message sent bearing a particular accreditation that are determined to be spam (e.g. through user reports).

If the ability to measure the value of an accreditation agency is to be of use to the recipient it must be possible for new accreditation providers to offer their services without artificial barriers to entry such as magic lists of ‘approved’ providers.

One way to avoid this problem is to allow email senders to specify the accreditation providers they favor. Although it is unlikely that any individual would specify an accreditation provider that gave them a bad rating, an accreditation service that had established a sufficiently high reputation on the basis of its positive accreditations could offer to supply negative ratings.

This mechanism offers substantial advantages over the current situation in which maintainers of anti-spam blacklists are effectively unaccountable to any party. Accreditation services are held accountable to both sender and receivers.  

Technical Constraints

In order for a technical solution to be deployed it must operate within the constraints of the existing Internet infrastructure.

Network Constraints

It is important that the constraints of existing network architectures are supported, including:

· Networks frequently use separate email servers for incoming and outgoing email.

· A single email server may receive email for a very large (>10,000) number of domain names.

· Email services are frequently situated at co-location centers.

· Large ISPs may handle email for millions of users.

Network Administrators

Network administrators represent the most significant gatekeeper for deployment of any technical measure. Although network administrators are in the most part technically able the systems they manage are frequently highly complex. 

· Configuration of any anti-spam measures should be independent of all other configuration requirements

· Mechanisms that require repeated entry of information and thus create the potential for inconsistent configuration states should be avoided.

· Configuration should be verifiable through automatic means.

The Domain Name System (DNS)

The DNS system supports two types of retrieval that are important for the purposes of this specification:

Forward DNS
The forward DNS system resolves a DNS name ‘example.com’ to return an associated attribute – which for the purposes of traditional Internet applications is typically either an IP address or a different DNS name.

Reverse DNS
The reverse DNS system resolves an IP address to return an associated DNS name. The principal function of the reverse DNS is to assist network administrators. Because the mapping of DNS names to IP addresses is many to many the reverse DNS cannot provide a true inverse of the forward DNS result.

Network administrators manage both the forward and reverse DNS systems through a system of hierarchical delegation. In the case of a domain name owned by an enterprise administration may be performed by an network administrator reporting to the enterprise itself or by an administrator employed by an ISP.

At present no Internet protocol depends on correct configuration of the reverse DNS in order to function. Administration of the reverse DNS system is variable in quality. This has led some to propose eliminating the reverse DNS registry entirely. 

The DNS system is subject to several technical constraints that affect its use for the purposes of spam prevention:

500 Byte UDP Message Length Limit
The performance of DNS is substantially reduced if the message size exceeds 500 bytes. Under the original DNS protocol messages of more than 500 bytes required use of a TCP/IP connection rather than the connectionless UDP protocol. Although this limit has been lifted in recent extensions to DNS, larger UDP messages are more likely to be dropped or subject to fragmentation.

Support for Unknown Record Types is Optional
Neither the DNS specification nor the principal DNS implementations adopt a consistent treatment of unknown record types. As a result legacy DNS infrastructure, including caching DNS servers cannot be depended on to forward queries or replies without. As a result deployment of new DNS record and query types is of limited practicality.

Extended Query Syntax

Although the original DNS extension mechanism has proved to be of limited value more recent extensions to DNS have resulted in the development of a de-facto extension mechanism of considerable power and sophistication. In particular the de-facto extension mechanism permits an almost unrestricted range of queries provided they are of an exact match form with negligible probability of ambiguity arising accidentally.

The SRV (service) extension to DNS proposed the use of a unique identifier associated with a particular protocol to generalize the existing DNS concept of the MX (mail exchange) record. For example the following SRV record advertises an http server for the domain example.com:

_http._tcp.example.com
SRV 0 1 www.example.com

The protocol selector concept may be extended to allow arbitrary queries using the existing DNS infrastructure without the need to define new DNS record types.

_spf.example.com
TXT
spf data
1.0.0.10._blacklist.example.com

TXT
blacklist data
The same concept may also be applied to the reverse DNS to provide a description of the properties of a particular IP address.

_mtamark.1.0.0.10.in-addr.arpa



TXT
MTA Mark data

Architecture

The Accountable Sender architecture is search directed, that is a sender or receiver may use the DNS system to obtain the following three types of information:

· The properties of a receiving server

· The properties of a sending domain

· The properties of a sending address

Having obtained information relevant to the sending or receipt of the email the party may take appropriate action, for example:

· The sender may apply a security enhancement that is known will help convince the recipient that the message is not spam.

· The recipient may reject a message that is incompatible with the properties of the sending domain.

· The recipient may use attributes associated with the sending address to help evaluate the probability that a message is spam.

· The recipient may use attributes associated with an authenticated domain name to help evaluate the probability  that a message is spam.

Source Address Authentication

The owner of a domain record publishes the set of IP addresses used by legitimate email addresses for the domain. Messages that are sent by a mail server using an IP address that is a member of the set of legitimate addresses are considered authentic.

Administration of the set of legitimate IP addresses is simplified by permitting the use of various forms of indirection to specify email addresses. For example allowing existing DNS records used to specify the location of incoming or outgoing mail servers to exchange mail to be used to specify legitimate IP addresses.

In some circumstances it is necessary to specify legitimate IP addresses explicitly. The set of legitimate IP addresses is however potentially quite large. Consequently it is useful to allow the use of mechanism that permit a more compact specification than explicitly listing each address, specifying ranges of addresses as opposed to individual addresses.

The following mechanisms are specified in the SPF specification:

a:<domain-name>
The term <domain-spec> is resolved using the address lookup mechanism to obtain the set of specified IP addresses.


Example: Mail clients are configured to direct outgoing mail through the server mail.example.com. The set of legitimate mail servers for the domain is specified as a:mail.example.com

mx:<domain-name>
The mail exchange record for <domain-name> is resolved to obtain a set of domain names which are in turn resolved using the address  lookup mechanism to obtain the set of specified IP addresses.


Example: The domain example.com uses the same set of mail servers to handle incoming and outgoing mail. The mx record for example.com points to smtp.example.com. The set of legitimate mail servers for the domain may be specified as mx:example.com.

ptr:<domain-name>
An IP address is a member of the set of specified IP addresses if there exists for that address a reverse DNS PTR record that specifies a domain name which is either the same as or a sub-domain of <domain-name>

Example: The reverse DNS entries for the mail servers in the domain example.com are mx1.smtp.example.com and mx2.smtp.example.com. The set of legitimate mail servers for the domain may be specified as ptr:smtp.example.com.

ip4:<address>[/<cidr-length>]
The set of specified addresses is the set of IPv4 addresses whose first <cidr-length> bits match the value specified by <address>.


Example: An ISP has a class C address block 10.2.3.xx allocated providing a total of 256 IP addresses. Although the ISP does not know precisely which address will be used by the mail server at a given time it will be within this block of addresses. The set of legitimate mail servers for the domain may be specified as ip4:10.2.3.0/24.

ipv6
The set of specified addresses is the set of IPv4 addresses whose first <cidr-length> bits match the value specified by <address>.

exists:<domain-prefix>
An address is a member of the set of specified addresses if there exists a DNS A record <address>.<domain-prefix>.


Example: An ISP has a very large number of outgoing mail servers, many of which are operated at co-location sites such that the domain name owner has no control over the allocation of an IP address to the service. A dynamic DNS service is used to track the IP addresses of the legitimate mail services so that a legitimate mail server for operating on IP address 10.2.3.4 will use an authenticated mechanism to register an A record 10.2.3.4.legit.example.com. The set of legitimate mail servers for the domain may be specified as exists:legit.example.com.

Message Signature Authentication

Traditional email signature schemes such as S/MIME and PGP have focused on the task of providing end-to-end security, which in this instance has traditionally been considered to be providing proof that the message was sent by a particular end-user.

While schemes of this type are certainly sufficient for the purposes of message authentication the cost and complexity of implementing a PKI to authenticate end users is very substantial. For the purposes of accountable sender it is sufficient to authenticate the sending domain of an email rather than a specific user within the domain. This allows a very significant reduction in the cost and complexity of the authentication mechanism. In particular:

· Public Key values may be published by means of DNS records.

· Authentication and verification of message signatures may be performed by MTAs.

For purposes of this document we refer to these different levels of digital signature based message authentication as end-user authentication and domain authentication.

The following additional keywords are defined for the _sender._smtp record key.

smime:<smime-data>
Redirect to a record containing S/MIME data

pgp:<pgp-data>
Redirect to a record containing PGP data

domainkey:<domainkey-data>
Redirect to a record containing Domain Key data

S/MIME

TBS – Some means of specifying the trust roots of the domain, either explicitly in the form of a CA certificate or indirectly by specifying an XKMS service.

PGP

TBS – This is more challenging since the notion of trust roots is somewhat antithetical to the design of the PGP web of trust. Need to specify a PGP key that is a signing key for any key holder with an address in the domain and a means of obtaining a valid trust chain to that key.

Domain Key

The domain key record may contain the following keywords:

key-data: <algorithm> : <base64Data>
Specifies the public key algorithm and data values. For the algorithm rsa the public key value is specified using the format specified in PKCS#1 version 2.0.

key-hash: <hash-algorithm> : <algorithm> : <base64Data>
Specifies a cryptographic digest of the public key value. The hash algorithm key sha1 is defined. The other values are given as for key-data.

x509: <uri>
Specifies a URI from which the certificate of the sender may be obtained.

Signed messages may contain the following headers:

Key-Data: <algorithm>, <base64Data>
Specifies the same data that may be expressed in the domain key key-data record.

Key-Hash: <hash-algorithm>, <algorithm>, <base64Data>
Specifies the same data that may be expressed in the domain key key-hash record.

Signature-CMS: <base64Data>
Specifies a detached CMS (i.e. S/MIME) message signature value calculated over the headers and body of the message as described below.

It is greatly desirable to be able to verify the headers of an allegedly signed message before the body of the message is read. This is made possible by specifying the authenticated header values as signed attributes within the CMS message block.

Although email messages are subject to possible modification as they pass through MTAs we intentionally do not specify any form of canonicalization or MIME based protective armoring. 

Accreditation Notice

An accreditation notice allows a sender to notify a recipient that a third party accreditation provider has approved them in some way. This approval may be the absence of a negative rating by a traditional blacklist or the existence of a positive rating by an accreditation provider.

The following additional keywords are defined for the _sender._smtp record key.

accredit-domain:<domain-suffix>
An accreditation record for the sender domain name has been issued by the provider <domain-suffix>.


Example: If the TXT record _sender._smtp.example.com contains the keyword accredit-domain:accreditor.test it is asserted that the record example.com.accreditor.test may be interpreted to obtain an accreditation of the sender.

accredit-ip:<domain-prefix>
An accreditation record for the sender IP address has been issued by the provider <domain-suffix>.


Example: If the TXT record _sender._smtp.example.com contains the keyword accredit-ip:accreditor.test and an email is received from the address 10.2.3.4 the record 4.3.2.10.accreditor.test may be interpreted to obtain an accreditation of the sender.

An email recipient is free to interpret an accreditation record in any way they choose. For example an accreditation by a rogue provider that approves large numbers of spammers may be considered a useful indication that a sender is likely to be a spammer, even though the sender and provider intend a positive interpretation to be applied.

Spam filtering schemes MAY apply weightings to data provided by accreditation providers through some form of empirical measurement of the track record of the provider in question. It is however useful to know the intended sense of the data.

The domain prefix specified for an accreditation service MAY contain a record that describes the use of the particular accreditation service with the key _accredit. The following keyword entries are defined: 

type:{ identity | undertaking | reputation }
The type of accreditation provided as described in the introduction.

open:<boolean>
If true the accreditation service is open and MAY be consulted to obtain information even if the sender does not list the service as an accreditor.

protocol: {dns-a | dns-txt | other }
The protocol by which the accreditation may be retrieved. The keyword dns-a specifies that the accreditation record is encoded as a DNS A record. The keyword dns-txt specifies that the accreditation record is encoded as a DNS TXT record.

length:<integer>
The number of bits in the record value that have significance. 

scale: {log2 | log10 | linear | none}
The scale to be applied when comparing the corresponding record values.

Contact Notice

The contact notice specifies a contact who may be contacted to report spam or a security incident. The record MAY be specified as a forward or reverse DNS entry or both.

The contact notice record has the key _contact. The following keyword entries are defined: 

incident: {spam | intrusion}
The types of event for which this contact should be notified.

address: <uri>
The address of the contact encoded in URI form.

Note that all communications using the contact notice address should provide an appropriate form of authentication to prevent denial of service attacks against the contact address.

IP Address Description

Dialup-access blacklists are widely used to publish lists of IP addresses that are allocated to ISPs that offer public access through either dialup modem pools or increasingly through residential cable access. Most customers of this type of service send their messages through the mail relays provided by the ISP, an email message sent directly from a listed address without relaying is thus more likely to be spam than one from an unlisted address.

This type of blacklist causes two major problems:

· The functionality available to the end user is reduced. In particular the user is often forced to use the domain name of the ISP rather than a domain name owned and controlled by the end user.

· The information contained in blacklists of this type is frequently out of date. Once an IP address range is registered it is likely to remain registered even if the addresses subsequently change hands or are allocated to another party.

The MTAMark proposes the use of TXT records published through the reverse DNS as a means of replacing this form of blacklist. This has the considerable advantage that in most cases the reverse DNS entries are updated at the time an address block transfer takes place. The administration of the blacklist entries is thus transferred with the ownership of the address block with little chance for inconsistencies to arise.

Although a well-administered blacklist is better than one that is poorly administered, the result is a scheme that is unnecessarily restrictive. An authenticated message sent by a reputable sender should not be rejected simply because it originates from a class of Internet service provision that is considered inferior.

We propose a scheme that applies descriptive terms in place of the normative terms defined in MTAMark. Rather than stating that a particular address is forbidden from sending email the characteristics of the connection are described.

The address description record has the key _description. The following keyword entries are defined: 

speed:<integer>
Indicates the maximum speed of the connection.

	Index
	Maximum speed

	0
	64 kb/sec

	1
	128 kb/sec

	2
	256 kb/sec

	3
	512 kb/sec

	n
	2n 64 kb/sec


pooled:<boolean>
If true the IP address is allocated on demand for a temporary period, if false the IP address is allocated to a particular subscriber for an extended period of time.

public:<boolean>
If true the IP address is allocated to a public access ISP for residential type use.

unallocated
If specified the IP address belongs to an address range that is currently unallocated or otherwise reserved.

For example a56kb/sec dialup line would be described by the code 

“speed:0 pooled:t public:t” 
A 56kb/sec dialup line 

“speed:4 pooled:f public:t”
A 1 mb/sec residential broadband connection 

Recipient Description

A number of anti-spam proposals involve a scheme in which the sender undertakes a specific amount of work in order to prove to the recipient that a certain level of resources have been consumed in order to send the message.

Adoption of such schemes is entirely dependent on the take-up by filters. A sender is more likely to perform the make-work function if they are informed that the recipient supports it.

The recipient description record for smtp email has the key _receive._smtp. The following keyword entries are defined:

smime
The receiving MTA is capable of processing S/Mime authenticated messages 

pgp
The receiving MTA is capable of processing PGP/Mime authenticated messages

domainkey
The receiving MTA is capable of processing domain key authenticated messages

HashCash
The receiving MTA is capable of processing messages that carry a HashCash type witness that demonstrates a specific work effort has been expended.

Appendix A: Search Algorithms

The following search algorithms describe the procedures that MTAs may use when sending or receiving mail.

Sending Email

Before sending message m to domain d:

recipient_description = Retrieve (TXT, _smtp._receive.d)

IF (recipient_description ( null) 


FOR EACH item i IN recipient_description



IF (Supported (i))




m.Add_Enhancement (i)

Receiving Email

On receiving message m from domain d via IP address a:

authentic = unknown

attributes = {}

sender_description = Retrieve (TXT, _smtp._send.d)

IF (sender_description ( null) 


IF (signature (m) ( null) 



authentic = verify_signature (m, sender_description)


IF (authentic == unknown)



authentic = verify_ip_address (m, a)

IF (!authentic)

IF (authentic)


sender_accreditations = Retrieve (TXT, _accredit.d)



FOR EACH accreditation c IN sender_accreditations




attributes.add ( verify_accreditation (c, d) )

// Retrieve attributes associated with the sender address

attributes.add  (Retrieve (TXT, _mtamark.a.in-addr.arpa) )
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