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Abstract

A mechanism that allows security policies relating to Internet protocols to be advertised. This mechanism allows downgrade attacks to be prevented when security enhancements providing authentication features are used in environments where the legacy infrastructure does not provide for authentication.

The application of this mechanism to the problems of detecting forged email and widespread deployment of IPSEC is described. 

[Square braces are used to denote pending items]
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1  Introduction

Cryptography provides many mechanisms that allow mutual authentication of the parties communicating by means of a computer network. These techniques have been used with considerable success in the design of widely adopted security infrastructures such as SSL and Kerberos.

Unfortunately these mechanisms have proved to be of limited utility when attempts are made to retrospectively add security enhancements to widely deployed Internet protocols such as email. While a valid S/MIME signature is evidence that an email message is authentic the absence of a signature cannot by itself be considered proof that the message is a forgery.

[Must/SHOULD/MAY Reference Here]

1.1  Detecting Forged Email

Email forgery can have serious consequences. In 1993 Adelyn Lee, an executive assistant at Oracle filled a sexual harassment lawsuit against Larry Ellison alleging that Ellison had threatened to fire her if she did not have sex with him. Ms Lee initially won an out of court settlement of $100,000 after producing an incriminating email that purported to come from Ellison. A few months later however evidence was discovered that proved that the Ellison letter was a forgery. Ms Lee was convicted of perjury, falsifying evidence and breaking into a computer system and sentenced to a year in jail.

Another serious problem related to email forgery is the use of forged headers to disguise the origin of unsolicited commercial email, commonly referred to as spam. This problem has received considerable attention recently as AOL announced that their spam filters rejected over a billion emails in a 24 hour period. In the same period AOL customers reported to customer service a further 5.5 million spam messages that had not been rejected by the filters.

1.2  Deployment of IPSEC

Despite widespread deployment of IPSEC to support Virtual Private Networks deployment currently requires ad-hoc configuration and management.

In order to achieve the original goal of providing a ubiquitous Internet security infrastructure a mechanism is required that allows an Internet host to establish an IPSEC connection with an any other Internet host that supports IPSEC without the need for prior configuration.

1.3  Advertising SSL/TLS Upgrade Option

Many protocols support an option in which a TCP connection may be upgraded to apply an SSL or TLS security enhancement.

Unless the parties know a-priori that the upgrade option is supported this configuration is vulnerable to a man in the middle downgrade attack.

2  Policy Language

2.1  Basic Policy Statements

A policy statement consists of a sequence of one or more policy entries bound to a service DNS name, protocol and protocol direction. The policy is applied at the service level and its scope is all the services bound to the specified service DNS name.

[The Protocol Direction appears to be necessary because a site might well have different policies for inbound and outbound SMTP. This might be alternatively considered to be variations on the SMTP protocol.]

A policy entry consists of a use keyword followed by a sequence of tag value pairs containing the security parameters (key values, supported algorithms etc.) for the enhancement.

Each policy element is independent.

Example: Simple Email Security Policy

The following policy statement states that all outgoing email has an S/MIME digital signature:

example.com / SMTP / Outbound

    Always SMIME {Root=xxxx; sigalg=RSA-SHA1)

Example: Sophisticated Email Security Policy

Another site authenticates all outbound email but a message may be authenticated by a choice of the IP address of the origin email server, an SSL certificate authenticating the origin email server or S/MIME.

example.com / SMTP / Outbound

    Optional IP {}

    Optional SSL {}

    Optional SMIME {Root=xxxx; sigalg=RSA-SHA1)

    Never NULL

2.1.1 Use Keyword

Each security policy entry states whether the security enhancement is applied in all cases, in some cases or in no cases.

Always
The security enhancement is always applied.

Optional
The security enhancement may be applied.

Never
The security enhancement is never applied.

2.2  Credential Description

A Security Policy MAY specify the credentials of the service in various ways, as the actual public key parameters themselves, using X.509 Digital Certificates or by means of a reference to an XKMS service.

[At present only credentials that specify public key based mechanisms are specified. The utility of specifying a separate policy mechanism in a symmetric key scheme is currently under debate]

2.2.1 Public Key Parameters

The actual public key parameters used by the service.

Parameters:

RSA
An ASN.1 structure containing the public parameters of an RSA key pair.

DSA
An ASN.1 structure containing the public parameters of a DSA key pair.

2.2.2 X.509 Certificate

An X.509 Certificate MAY be specified by reference or by value. The credential specification MAY specify the credential certificate itself or a CA certificate that is the anchor of a certificate chain that delegates trust to the credential certificate.

Parameters:

Cert
The credential certificate

CertSHA1
The SHA1 digest of the credential certificate

CertLink
A URI that points to the certificate.

Anchor
A CA Certificate under which the credential certificate is signed

AnchorSHA1
The SHA1 digest of a CA Certificate under which the credential certificate is signed

AnchorLink
A URI that points to a CA Certificate under which the credential certificate is signed

2.2.3 XKMS Key Binding

Instead of specifying the credential itself the service may specify an XKMS service from which the credentials of the service may be obtained by means of a Locate or Validate operation.

This approach allows support for complex trust topologies that cannot be described by means of a simple trust anchor, for example PGP and cases where there is not a one-to-one correspondence between a certificate anchor and the DNS zone.

Parameters


Locate
The URL of an XKMS Locate service


Validate
The URL of an XKMS Validate service


[Means of authenticating the XKMS service TBS]

2.3  Security Enhancement Specifiers

Each policy element specifies a security enhancement. A security enhancement consists of a protocol (e.g. SSL) and a set of parameters that describes the use of the protocol (e.g. encryption algorithms, keys, etc.)

2.3.1 NULL

The NULL security enhancement specifier indicates that no security has been applied. It takes no parameters.

The NULL specifier used in conjunction with Always indicates that security enhancements are absent in every case.

The NULL specifier used in conjunction with Never indicates that security enhancements are applied in every case.

2.3.2 ADDRESS

The ADDRESS security enhancement specifies one or more IP addresses. The source address of a protocol connection request purporting to originate from the specified DNS zone MUST match one of the specified IP addresses.

Parameters


IPv4

An IPv4 Address


IPv6

An IPv6 Address


IPv4Mask
An IPv4 Address Mask


IPv6Mask
An IPv6 Address Mask

The address mask values are used to specify a range of address values using the standard convention that a bit matches the address expression if either the bit matches the corresponding bit in the address specifier or the corresponding bit in the address mask specifier is 0.

Example: 

The following example specifies that the protocol connection is only authentic if the source IP address is 10.2.1.2 or 10.3.2.1.


ADDRESS {IPv4=10.2.1.2; IPv4=10.3.2.1}

2.3.3 SSL

Parameters:


<X509 Parameters>


CipherSuite

2.3.4 IPSEC

Parameters:


<X509 Parameters>


[Algorithms etc. from IPSEC specification]

2.3.5 S/MIME

Parameters:


<X509 Parameters>

3  Protocol Specific Policy Descriptors

[ISSUE, should we create separate protocol identifiers to indicate the different aspects of a given protocol. For example SMTP may have separate security policies specified for inbound and outbound. NNTP has distinctly different properties when applied as a client-server and as a server-server protocol. It is not currently clear whether this should be expressed through a small number of predefined characteristics such as inbound/outbound, client-server/server-serve or whether a more flexible approach is desirable]

3.1  Any

The Any protocol identifier is used to specify a security enhancement that applies to all protocols.

If the Any identifier is specified the corresponding security enhancement MUST be applied at the IP layer and be capable of securing any layered application protocol. Currently only IPSEC meets this criterion.

Applicable Security Enhancements:


IPSEC

[Argue over ADDRESS?]

3.2  SMTP

Applicable Security Enhancements:


ADDRESS


SSL


SMIME


IPSEC

3.3  NNTP

Applicable Security Enhancements:


SMIME

3.4  SSH

[Need to consult with SSH guru-dom here]

3.5  HTTP

Applicable Security Enhancements:


SSL


IPSEC

4  DNS Binding

A new DNS resource record is proposed, the SP (Service Policy) record.

The convention introduced by the SRV record is employed to specify the protocol and DNS name to which the security applies.

The security policy itself is encoded as a sequence of tag value pairs.

[The exact encoding is not material, clearly it is desirable to encode binary data such as certificates and certificate references in binary]

[An additional DNS record the NONCE record may be defined to increase the difficulty of DNS spoofing by increasing the effective size of the request ID. A compliant server responds to any query for an EID record with an NONCE record that contains the same data present in the query.]

5  Security Considerations

5.1  DNS Security

The DNS protocol is subject to a large number of well-publicized vulnerabilities.

Any deployment of the security policy advertisement mechanism based on the DNS MUST either employ some means of authenticating the information provided through DNS or employ measures that provide sufficient defense against spoofing attacks for that application.

The DNS Security mechanism MAY be employed as a means of authenticating the information provided by DNS.

Certain applications of the Security Policy Advertisement Mechanism are tolerant of DNS spoofing and other forms of integrity attack. For example a security policy advertising a means of authenticating a mail service deployed for the purpose of mitigating unsolicited commercial email may tolerate a significant risk of compromise provided that the difficulty of achieving that compromise creates a sufficiently high cost for the attacker.

6  IANA Requirements

A DNS Resource record allocation is required.

[Some means of tracking the protocol identifiers for future security protocols is required. This may be a name alone or a name/number combination depending on the encoding format chosen.]

7  Intellectual Property Statement

This document makes no representations whatsoever in respect of intellectual property claims whether held by the author, his employer or any third party that may or may not exist in relation to the technology described in it. 
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